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Electronic publishing of collections of XML documents should be accompanied with an information retrieval system to allow
the users to access parts of documents which satisfy their specific needs. In this sense, different XML query languages
appeared (XQL, for example) to express in queries what parts have to be retrieved from the documents. To evaluate a query,
several steps are performed with respective intermediate results until the desired final result. In this paper, we present an
interactive XML query language (called IXDIRQL) which is an extension to XQL to allow for the selection on the spot of the
interesting subset of elements from each intermediate result of a query. To make this possible, intermediate results must be
available during the construction of the query. This helps the user in constructing his query to achieve the desired result.
Moreover, in IXDIRQL textual similarity search of traditional Information Retrieval is also possible. The result of this
operation is a ranked list of elements organized in a way to ease the task of the user to detect the relevant information in the
results.
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1. INTRODUCTION
When documents share the kind of information they deal with, it is natural to think about describing that

information in the same way for all of them. For example, business letters have almost all the same structure, so
it is desirable to describe this structure in a standard way. These ideas were at the origins of the Standard
Generalized Markup Language (SGML [1]) for specifying markup languages as a format for exchanging
documents. The specification of the structural components (called elements) and their hierarchical relations for a
given type of documents is made through the Document Type Definition (DTD). Later, the Hypertext Markup
Language (HTML [2]) was developed as an SGML application to show documents in the Web. This standard
makes mainly use of presentation marks to describe how the textual parts are displayed by the browser. More
recently, the eXtensible Markup Language (XML [3]) appeared as a simplification of SGML adapted to
exchange documents in the Web. XML documents have a description richer than the simple but limited one
provided by HTML.

Electronic publishing is the publication of documents by electronic means (CD-ROM, Web). XML is
considered an ideal technology around which to build a publishing process [4]. It is platform and software
independent. It is also independent of a particular display format, since XML separates content from
presentational information. This simplifies the generation of multiple publishing formats from a single source
using technologies like eXtensible Stylesheet Language Transformations (XSLT [5]). In addition, this allows the
content to be future compatible with the emerging publication formats by defining an appropriate transformation
to those formats. The files involved in XML publishing are the DTD, the XML instance (document) and a
stylesheet specification for presentation (using the standard eXtensible Stylesheet Language, XSL [6]).

Electronic publishing involves the creation, distribution and use of documents. The task we address here
concerns the use of published documents. A document is used as an information source. Thanks to the benefits
of electronic publishing, today, an incredible amount of information is available to all. However, when a
collection of documents is available, it is hard for the user to read all of them in order to get the needed
information. Thus, available documents collections are usually accompanied by an Information Retrieval (IR)
system which allows to automatically access documents with the desired information. It is the case, for example,
of the documents published in the Web with respective search engines, like Google1. Traditional IR consists of

                                                            
1 www.google.com
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retrieving from a collection the relevant documents to a query, while returning as few as possible of non relevant
documents [7]. Moreover, the resulting documents should be ranked by their relevance to the query (i.e., by
decreasing probability of being relevant). Like this, the user reads each document, starting at the beginning of the
ranked list of documents, until he finds enough relevant information. If, at a certain point, he starts to find most
of the documents non relevant (the quantity is subjective), usually he gives up those results and refines the query.
A query is a natural language expression of the desired subject. In classical IR, it is common to measure the
relevance of a document to a query by the similarity between them.

To take advantage from the structural information, query formats for structured documents retrieval
were enriched to access certain parts of documents based on content restrictions (comparisons against a value)
and structural restrictions (referring to elements and their structural relations). The W3C Consortium is currently
developing XQuery [8] to become the standard XML query language. XQuery is based on different query
languages, such as XQL [9] and XML-QL [10] (see [11] for an overview of these and other languages). The
former was developed for XML applications exchanging structured documents where markup mainly serves for
exposing the logical structure of a document (the ``document-centric view'' on XML [12]); the later was
developed to use XML for exchanging data in a structured form (the ``data-centric view'' on XML), allowing for
powerful restructuring of the results. All these query languages can be referred to as data (instead of information)
retrieval languages because the retrieval system searches for all parts of documents that satisfy the query. Thus,
there is no notion of relevance attached to the retrieval task. Recently, some extensions to these languages
appeared to allow for textual similarity restrictions ([13], [12], [14]), yielding to a list of elements ranked by their
relevance.

1.1. OUR PROPOSAL
We propose an Interactive XML Data and Information Retrieval Query Language (IXDIRQL), an

extension to XQL that allows the user to construct queries using two new kinds of operations: (1) similarity
search, where the resulting ranked list of elements is organized in a way to help the user to better detect the
relevant information; (2) selection on the spot of the interesting set of elements from each intermediate result of
queries evaluation; for this, intermediate results must be available to the user.

Query construction is not always an easy process for a common user because, among other things: he
does not have a deep knowledge of the query language; he does not know a priori exactly what he wants; he
thinks he knows what he wants, but facing the final result, he realizes that it is not what he was looking for. With
the interactive paradigm, each operation the user specifies in the query leads to an intermediate result that the
user can access. Thus, he can better choose the next operation, change an operation already introduced or make
selection operations, until arriving to the desired result.

As far as we know, no work exists proposing an interactive construction of XML queries. There are
approaches that consider query refinements made of multiple queries, where the results of each one can be used
as input to the next one (as in [15]). However, they do not consider similarity search nor selection operations.

IXDIRQL takes XQL as a basic query format to specify structural and content comparison restrictions.
We choose XQL because it is simple and concise, giving a wide variety of ways to access to XML data.
However, the new features supported by IXDIRQL are easily introduced in XQuery when it will become the
standard XML query language.

In the following sections, we will describe the main features of IXDIRQL. We start by presenting
IXDIRQL operations, namely XQL imported ones (section 2), similarity ones (section 3) and selection ones
(section 4). For all them, an informal explanation is given, together with some simple examples to show their
syntax and to better understand their semantics. As a basis for the examples, assume a collection of articles
specified by the DTD of figure 1. A DTD defines each element using a declaration like <!ELEMENT
Element_name Element_content>. Here, Element_name is the name of the element and Element_content is the
definition of its content using a kind of regular expression. The DTD given as example defines an article
composed by a title, a list of authors, a date, one or more sections, a conclusion and a list of references. Each
section has a title and a textual component (indicated by #PCDATA), optionally followed by a set of
subsections. A subsection is formed by a title and a textual component. Finally, a reference has the title of the
article, a list of authors, a date and the book where it is published. Title, author, date, conclusion and book are all
textual elements.
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<!DOCTYPE article [
<!ELEMENT article (title, author+, date, section+, conclusion, reference +)>
<!ELEMENT title    (#PCDATA) >
<!ELEMENT author   (#PCDATA) >
<!ELEMENT date   (#PCDATA) >
<!ELEMENT section (title, #PCDATA, subsection*) >
<!ELEMENT subsection   (title, #PCDATA) >
<!ELEMENT conclusion  (#PCDATA) >
<!ELEMENT reference   (title, author +, date, book) >
<!ELEMENT book    (#PCDATA) >>]

FIGURE 1:  AN EXAMPLE OF A DTD FOR ARTICLES.

After presenting the IXDIRQL operations, we will make a brief discussion about a IXDIRQL
processing system (section 5), followed by a conclusion (section 6).

2. XQL IMPORTED OPERATIONS
IXDIRQL imports from XQL structural operations (here restricted to path, filter and grouping), textual

comparisons and basic boolean (and and or) and set (intersection, union and negation) operations. Structural
operations allow the user to specify by a path the type of elements he wants. For example, the path:

/article/title

refers to titles inside article elements. To make restrictions over a type of elements, a filter is included right after
that element's name. If, for example, the user wants references of articles with the title ``XML Applications'', the
query is:

/article[title = ''XML Applications'']/references

The textual restriction in this query is a simple equality comparison. Suppose now the user wants the
title, the authors and the date of each article. Then, the query should be:

/article{title | author | date}

This query makes it possible to group all the occurrences of different types of elements inside the same
element. The "|" symbol refers to the set union operator. Other set operations are negation and intersection.
Boolean and, or and not operations are also available. For example, articles from 2001 written by ``Kevin'' are
accessed using:

/article[date = ``2001''    $and$    author = ``Kevin'']

3. SIMILARITY OPERATIONS
The first recognized need to augment a language such as XQL was similarity search over document

parts (elements). IXDIRQL allows for relevance-oriented search [12], i.e., to search for any kind of element, and
similarity search over a set of elements of a certain type. The calculation of elements' relevance is independent
from IXDIRQL. However, we consider important the organization of the resulting ranked list of elements
because it is the starting point for the user to detect the relevant information. As with classical IR, we expect the
user to judge each element (i.e., to read it and decide about its relevance) from the beginning of the ranked list.

Having no information about the relevance of its parts, to find the relevant information of an element,
the user reads all its content in a depth-first, left-to-right order in the corresponding element tree.

In the following sections, we assume elements relevance calculated by some function. Then, we
concentrate on the resulting ranked list (RList) construction.

3.1 THE ROSearch OPERATOR
For relevance-oriented search, a simple RList of elements can be difficult to explore because of the

hierarchical relations between elements. Here is an example query searching for parts of articles about XML:

ROSearch ``XML''
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and respective resulting RList of elements:

<section 2, subsection 3.2, section 4, subsection 2.4, ..., subsection 2.1, ...>

Analyzing this Rlist, the user will get section 2 without knowing the way relevant information is
distributed inside. Thus, he will read all its content, i.e., its relevant and non relevant elements. Continuing to
analyze the RList, only after other elements he will get each subsection of section 2, but he already judge them.
This means that many information in the RList is not used, since the user will not judge the same element more
than one time. We propose to take advantage of relevance measures to allow the user to read as less as possible
non relevant elements, thus accessing faster to the relevant information. This is achieved by recursively building
RLists based on three requirements:

• Elements are ranked by decreasing order of relevance.
• Each non leaf element is included in the RList being constructed inside a new element list

(EList); the EList of an element is constructed appending the RList of  its descendants and the
element itself.

• Each element is ranked once and only once.

Let us first show how to construct a RList by an example and then explain its advantages.
Suppose the user makes relevance-oriented search for the fictitious document of figure 2. In this figure,

the nodes of the document tree have element identifiers (from 1 to 16) and respective relevance measures (in
[0..1]). Each EList is surrounded by a dashed curve. The first element of the document's RList is the 13 because
is the one with the highest relevance (0.45). This respects point (1) in the requirements above. Among the
remaining ones, element 4 is the most relevant one. So, respecting requirement (2), the document's RList is
augmented with the EList of element 4 (note that 4 is a non leaf element). This EList is formed by the
descendants RList of element 4 (<12, 11>) followed by element 4 itself, becoming <12, 11, 4>. The descendants
RList of element 4 excludes element 13 because it was already ranked, as required by point (3). In fact,
descendants with a higher relevance than the correspondent ascendant element are judged before, so they do not
need to be part of the descendants RList. At this stage, the RList of the example document is <13, <12, 11, 4> >.
Element 1 is the next most relevant one and its descendants RList (<9, < <15, 14, 16, 5>, 6, 7, 2>, 10, <8, 3> >)
is constructed using the same criteria. The EList of element 1 (<9, < <15, 14, 16, 5>, 6, 7, 2>, 10, <8, 3>, 1>) is
obtained appending this element to its descendants RList. Inserting the EList of element 1 into the document's
RList in the stage we left it (<13, <12, 11, 4> >), we have the final RList for the example document:

<13, <12, 11, 4>, <9, < <15, 14, 16, 5>, 6, 7, 2>, 10, <8, 3>, 1> >

(1, 0.38)

(2, 0.30) (3, 0.15) (4, 0.40)

(5, 0.28)    (6, 0.2)    (7, 0.1)                (8, 0.1)      (9, 0.37)   (10, 0.2) (11, 0.2) (12, 0.3) (13, 0.45)

(14, 0.1)        (15, 0.2) (16, 0.05)

FIGURE 2: AN EXAMPLE OF A DOCUMENT TREE WITH ELEMENT IDENTIFIERS, RELEVANCE

MEASURES AND ELISTS.

To better understand the advantages of such a RList, we can represent it by a tree where: each node is an
element; the root node means the set of elements to judge; ELists are split into the correspondent element (a
node) and the descendants RList (the sequence of its children). Figure 3 shows the tree representation for the
above example RList. This tree has the same number of nodes to judge than the document's tree. Their nodes are
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also read and judge in a left-to-right, depth-first order. However, here, the algorithm is accelerated because, each
time the user starts to find most of them non relevant children (as for classical IR, the quantity is subjective), he
can decide to go directly to judge the father. This is because the remaining children have less and less probability
of being relevant. For example, when the user judges elements 9 and 2 (after analyzing its sub-tree) non relevant,
he can also assume non relevant the remaining siblings, elements 10 and 3. This way, the user does not read
those sibling elements, going directly up to the father (element 1).

13 4 1

12 11        9        2         10        3

5 6 7        8

15 14 16

FIGURE 3: THE RLIST TREE REPRESENTATION OF THE DOCUMENT OF FIGURE 2.

3.2 THE ROSearchTE OPERATOR
An alternative to ROSearch is to separate the RList into a different RList per type of element. This

operation, done by the operator ROSearchTE, is interesting when elements are logically very different, like
sections with respect to references in the example DTD of figure 1. The RLists will be presented to the user
starting with the ones corresponding to the elements at the deepest position in the documents hierarchy (leaf
elements), and going up until the root element. Like this, when analyzing the results, each time the user reads a
new element, its descendants will already have been judge, which simplifies the judging of the present element.

For example, an ROSearchTE operation over a collection of articles described by the DTD of figure 1
yields to a RList for each declared type of element. This RLists will be presented to the user in the following
sequence of respective element types:

1. leaf elements (title, book, date, author, conclusion);
2. elements that include the leaf ones (reference, subsection);
3. element that include previous ones (section);
4. the root element (article).

Reading the RLists by this order, if some RList is not completely read (if, at a certain point, the user
starts to find most of the elements non relevant and gives up) there is no problem to analyze the following RList.
This is because the elements that were not read have small probability of being relevant. Like this, when
analyzing an element of the following RList, the descendants not read were assumed non relevant.

If the RLists are not read by the suggested order, to help the user to access faster the relevant
information, each element should be included in the respective EList (constructed as indicated in the previous
section).

3.3 THE Sim OPERATOR
We turn now to the similarity with respect to a set of elements of a certain type. The RList in this case

orders those elements by relevance, each one included in the respective EList (constructed following the three
requirements presented in section 3.1 for the ROSearch operation). The interest of including the ELists is the
same as for the ROSearch operator: to allow the user to read as less as possible non relevant elements to get the
relevant information.

For example, assume the small documents collection C={1, 17, 30} which includes document 1 of
figure 2. If the user wants documents about XML, he makes the query:

/document     Sim     ``XML''

Suppose that the retrieval system gives documents 1, 17 and 30 relevance measures 0.38, 0.4 and 0.2,
respectively. Document 17 is the most relevant, followed by document 1 and then by document 30. The RList for
documents in C becomes the following sequence of ELists:
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< <..., 17>, <13, <12, 11, 4>, 9, < <15, 14, 16, 5>, 6, 7, 2>, 10, <8, 3>, 1>,  <..., 30>>

Note that the EList of document 1 shown here and in the previous section are different. This is because,
in the previous one, some of the descendants of element 1 were ranked before, namely 4, 11, 12 and 13 (recall
requirement 3 for the construction of RLists).

4. SELECTION OPERATIONS
In IXDIRQL, at each intermediate result, the user can select on the spot the elements he finds

interesting. This is the core of IXDIRQL. Three different selection operators follow.

4.1 THE Select OPERATOR
Suppose the user wants to get articles written by author ``Kevin'', as in:

/article[author = ``Kevin'']

Assume that the result includes many articles that the user does not want for some reason (like the
publisher's quality or the subject). Assume also that the user does not known (or want because being
complicated) how to specify this reason by means of a filter. Then, he can select the subset of the interesting
articles, say {article 4, article 8, ...}, using the operator Select:

/article[author = ``Kevin''] Select {article 4, article 8, ...}

4.2 THE SelectN OPERATOR
The user can also specify the number of elements he wants to get, using the operator SelectN. This can

be interesting when the intermediate result is too large and the user is just interested in a small set without a
specific condition. Like this, he can directly take the final result as an input to other applications with the
appropriate size. Moreover, the reduction in size of an operand improves the efficiency of the following
operations. The result of SelectN is the set of the first n elements of the intermediate result, being n specified by
the user.

In the last example query, imagine the result is a large list of articles and the user needs just about 10 for
some further application, like to compose a Curriculum Vitae. If there was no specific criteria, the user could
simply restrict the result to the first 10. The query would be:

/article[author=``Kevin''] SelectN 10

4.3 THE JudgeRel OPERATOR
The selection of the results becomes imperative when the result comes from a similarity search. Imagine

the user wants references of articles whose title is about XML. This is written as:

/article[title Sim ``XML'']/reference

The result of this query is a list of references ranked by the relevance of the title of the respective article.
Then, to accept those references as relevant, the user must trust the titles' relevance estimations made by the
system. Otherwise, for each reference, he will have to access the respective article, search for the title, judge it
and, if it is relevant, accept the reference (if not, reject it). This becomes too difficult if the final result is large or
if there are several similarity conditions in the query.

Using the JudgeRel operator, the user selects the relevant elements of each similarity intermediate result
during query construction. Consequently, the final result is for sure relevant and can be directly used for further
processing. For the query above, after the similarity operation, the user could, for instance, judge relevant the set
{title 4, title 9, ...} of titles, writing:

/article[title Sim ``XML'' JudgeRel {title 4, title 9, ...}]

The complete query would be:

/article[title Sim ``XML'' JudgeRel {title 4, title 9, ...}]/reference

The resulting list of references are those corresponding to articles with relevant titles.
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5. DISCUSSION ABOUT A IXDIRQL PROCESSING SYSTEM
When constructing a IXDIRQL processing system, some aspects concerning its efficiency must be

taken into account, as discussed in the following points.
1. Similarity and selection operations (sections 3 and 4, respectively) contribute to the efficiency of the

system because: on one hand, the proposed organization of the ranked lists speeds up the task of
analyzing intermediate similarity results; on the other hand, selection operations reduce the size of
operands for subsequent treatment.

2. To preserve a good efficiency when the user is sure about the query, the system should allow for the
insertion of full queries as an alternative to interactive construction. This disables selection operations
and substitute the ELists by the correspondent elements from the similarity intermediate results.

3. A IXDIRQL editing environment should help the user to write his queries making explicit the syntax of
the language and also its static semantics, like which elements are valid operands for each operation.
Besides, it should be associated with an incremental processing of the operations. This means that, each
time a new operation is inserted or an old one is changed, the system does not calculate all the
operations of the query. Instead, it first calculates the intermediate results of the new or changed
operation; then, it recalculates the intermediate results that are dependent on the previous ones and the
final result of the query. There are tools to automatically generate editors with this characteristics,
taking the specification of the syntax and the semantics of the language. It is the case of LRC [16], a
generator for incremental language-oriented tools. We can, thus, construct the IXDIRQL editor giving
to LRC a specification of the syntax and semantics of this language. The semantics is divided into static
semantics (above referred) and dynamic semantics. Making the last one correspond to the processing of
the queries (i.e., the computations needed to their evaluation), the generated editor becomes the desired
incremental IXDIRQL editing/processing system.

4. It is fundamental that each operation of a query is evaluated in an efficient way. For that, the documents
collection index construction and access must be carefully planed. Typically, the textual index is
complemented with a structure index that represents the hierarchical relations between elements. Then,
document references of traditional textual index (pointers from terms to documents) are replaced by
element references. This makes possible to make content operations (comparisons, similarity
operations) at element level.

6. CONCLUSION
Electronic publishing of collections of documents together with an appropriate IR system are the basis

for satisfying user information needs. Assuming XML as the ideal technology around which to build a
publishing process, the IR system takes the structure of documents into account enriching query formats to
access the desired parts of documents.  We have presented IXDIRQL, an interactive XML query language with
two main novelties with respect to existing languages: the selection of a subset of elements from available
intermediate results of a query; the similarity operation with a resulting ranked list organized in a way to help the
user to get the relevant information. The access to intermediate results implies a certain loss of efficiency. This is
compensated by the fact that queries construction can be highly improved for users that are not sure about the
adequate query. In this case, it is better to loose some time analyzing intermediate results, than inserting many
queries, analyzing their results until the desired one.
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