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Abstract

Legal information is often accessible via portal web sites. Legal documents typically
combine structured and unstructured information, the former being tagged with
markup languages such as XML (Extensible Markup Language). Current information
retrieval research takes into account the structured information content of documents
when computing the relevance ranking. Such an approach is very promising for the
retrieval of legal documents. This is illustrated with two retrieval models specifically
designed for the retrieval of legislation.

1 Introduction

Legal document databases are increasingly accessible via Web portals that are maintained by public or private
institutions. Search engines and information retrieval systems are a primary means for accessing legal
information. The information is usually searched by means of a full text search, i.e., (almost) every term in the
texts of the documents can function as a search key. Users input a query composed of one or several search
terms, and documents that contain the query terms are retrieved and possibly ranked according to relevance to
the query. In addition, the search can be made more effective by selecting documents based on descriptors
attached to them which reflect, for instance, the domain of law, subject, title, institution that issued the
document (e.g., court names), date (e.g., date of enactment of a statute article) or area designator (e.g.,
application area of a statute). In the databases the legal documents are thus indexed with the terms that occur in
their natural language texts and with extra descriptive data called metadata. There are various ways to improve
the search technology for accessing legal documents. Legal documents typically combine structured and
unstructured information, the former, for instance, referring to common document architectures, reference
structures and metadata information, the latter involving the natural language texts. The structured information
is increasingly tagged with markup languages such as XML (Extensible Markup Language).

There is a current trend in information retrieval to take into account the structured information of documents
(e.g., as marked by XML) when computing the relevance ranking. This has several advantages. The use of the
document structure allows generating a more precise answer to an information query. Instead of returning the
complete document as the answer, a structural element or several elements are given. Such an approach meets
the current need of users, who demand more precise answers to information queries. Integrating document
structure into a retrieval model for accessing legal documents has a lot of potential, but is up until now seldom
researched. In this paper we go deeper into the possibilities of such an approach and illustrate it by the example
of retrieving information from legislative sources. We first introduce the characteristics of legal documents, then
give some background on current research in combining structured and unstructured information in a retrieval
model, which is followed by an example of our own research with regard to the retrieval of legislation. Finally,
we explore some avenues of future research and conclude with a summary of the findings.

2 Legal documents

Legal information sources consist primarily of legislation, case law and doctrine, but other documentary sources
are frequently accessed (e.g., circular letters, guidelines, investigation reports, preparatory documents). The
documents contain both structured and unstructured content.
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Structured information regards information the semantics of which can be clearly, unambiguously
determined and can be described with simple and clear concepts. This information category comprises, for
instance, identification data of the texts (e.g., identification codes, titles, dates, authors), data for version
management (such as criteria for validity of a statute or its parts, e.g., the data of enactment of a statute article,
the area of application of the article) and the division into components or elements and their function or role
(e.g., identification of parties, of the motivation and conclusion in court decisions; the structure of legislation in
chapters, titles, sections and articles; recommendations, binding norms). Among the structured information we
can also count the multiple references and links that exists in legal documents. Cases refer to other cases and
statute articles. Statute articles refer to other articles within or beyond their parent statute. Because legal
documents often have a strict formal organization and are subject to a number of stylish conventions, their
formal characteristics can be exploited to structure certain information when drafting the documents (e.g.,
Biagioli et al., 2003). Alternatively, the structured information can be automatically detected by means of
pattern recognition techniques (e.g., Bolioli et al. 2002).

Unstructured information regards the information that is communicated in natural language texts, or in other
formats such as audio and video of which the semantics are much more difficult to register in simple terms.
Legal documents are currently almost exclusively composed of text. To a certain extent the unstructured
information found in the texts can be structured and described with standard descriptors. Especially advances in
information extraction technology allow detecting the many implicit references and links in the texts of legal
documents (Bolioli et al., 2002), definitions (Law & Kerrigan, 2003) or certain rhetorical functions of text
passages (Grover et al. 2003).

Increasingly the structured information contained in legal documents is formatted according to the syntax of
a mark-up language, and tags mark the metadata assigned to the documents. Metadata are used to structure the
legal document in mandatory and optional components (e.g., the structuring of a statute in chapters, sections and
articles) and possibly to describe the content of the legal document. The markup languages most commonly
used are currently HTML (HyperText Markup Language) and XML (Extensible Markup Language). The Italian
program Nexus is a legislative drafting support system that automatically converts references to legislation into
the appropriate HTML hyperlinks, enabling the user to consult a law text by simply clicking its reference
(Mercatali, 2000). Poulin, Huard and Lavoie (1997) promoted the use of SGML (Standard Generalized Markup
Language) for drafting legislation and developed a system for automatic conversion of decisions of the Supreme
Court of Canada in SGML-format. The Australian document management system EnAct, which allows for the
electronic management of legislation throughout its entire life cycle, encodes all the legislative documents it
contains in XML (Arnold-Moore, 1998; Wilkinson et al., 1998). It offers templates to produce the draft
legislation. Afterwards the documents are automatically translated in XML format. The Italian Norme in Rete
(NIR) project offers the functionality to draft legal documents according to predefined Document Type
Definitions (DTDs) by using a commercial XML editor that is adapted for drafting legislative texts (Biagioli et
al., 2003). The NIR system also automatically converts existing documents into structured documents that are
conform to the appropriate DTD. The POWER system, developed by the Dutch tax administration, is an
ambitious project of which the aim is to semi-automatically translate legislation into formal knowledge
representations in order to verify their logical structure and to simulate their effects and impact on particular
real-world situations as a means to verify the quality of legislation (Van Engers & Glassée, 2001). Finally, the
REGNET project that is currently being developed at Stanford University in the USA is probably
technologically the most advanced system, as it semi-automatically translates regulations into concepts,
definitions, standard references and logical rules and tags them with XML markup (Kerrigan & Law, 2003).
These metadata are used in an information system in order to compute the compliance of companies with
environmental regulations.

3 Combining structured and unstructured information in a retrieval model

Two document modeling approaches are usually contrasted (Hiemstra, 2003). Data-centric documents have a
regular and strict structure, and the content is usually not mixed with large stretches of unstructured information
such as free text. This is the type of information usually stored in a relational or object-oriented database.
Document-centric documents are characterized by a less regular structure, often contain considerably large text
fragments apart from the structured content. The documents of this latter category might not strictly adhere to a
DTD (Document Type Definition) or XML schema, or possibly the DTD or schema might not have been
specified at all. Furthermore users of the documents of this latter category will generally not be interested in
retrieving data. Instead, they are interested in retrieving information from these documents that is relevant for an
information need.
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Legal documents that are marked up with XML tags can be considered as an example of document-centric
objects. Apart from some structured data, they contain for the largest part unstructured free text.

With regard to information retrieval from document-centric XML data, the research community has exhibited
a large interest in XML retrieval models. In information retrieval a representation is made of each document,
which at query time is matched with the representation of the query. The matching function often computes a
ranking score that is used to rank the documents according to relevance to the query. A retrieval model (e.g.,
Boolean, vector space) is defined by the query representation, the document representation and the function that
is used to match a document and a query. The retrieval model of an information retrieval system is different
from the one of a database system. While the latter retrieval model relies on a deterministic matching of query
data and object data in the database, the former incorporates an element of uncertainty, i.e., documents can be
retrieved even if their content representation does not exactly match the one of the query. When retrieving data
from a database and one of the query conditions is not fulfilled by a data object, the object will not be retrieved.
Typical query languages such as Xpath and Xquery for retrieving information from XML documents have been
designed (Blanken et al., 2003). These languages are inspired by the SQL (Structured Query Language)
language and exploit Boolean retrieval, i.e., a deterministic matching of query terms and markup information.
Such an approach does not allow the ranking of documents according to the relevance to the query. Typical for
an information retrieval model is the relevance ranking of the retrieval results that is the consequence of a non-
deterministic or probabilistic matching.

Traditional information retrieval models, however, completely ignore document structure or latent
ontological information that is implicit in the element and attribute labels of XML documents, DTDs and XML
schemas, missing a great opportunity for a more effective search. So, it is of no surprise that the integration of
structured and unstructured information in the design of retrieval models has recently received a large attention.
So-called XML retrieval models preserve the non-deterministic matching of query and document, but exploit the
document structure to more correctly formulate an answer to an information query (Blanken et al., 2003).

XML retrieval models have a large potential for the retrieval of legal documents. Current retrieval systems
that access legal databases offer the possibility of a full text search, i.e., every term can act as a search term,
which returns a ranked list of information answers. This answer list can be filtered by a deterministic fulfillment
of extra conditions set by the structured information found in the statutes (e.g., the name of a statute, the domain
of law). Thus, on one hand we can search the free texts of the documents and on the other hand the structured
information, but no attempts have yet been made to incorporate the structured information in a ranking model in
order to more precisely retrieve information for the legal problem at hand, or to incorporate the structural
information in a ranking scheme. Below is an example of how the structure of legislative documents can be
exploited in retrieval models.

4 An example: The retrieval of legislation

Legislative documents have a hierarchical structure in which elements with detailed content are nested in larger
elements. Belgian legislation is, for instance, divided into titles, chapters, sections and articles (Figure 1).
Articles can be further split up in paragraphs and subparts. It is not uncommon to have lists as elements of
articles and of an article’s subdivisions. Statute parts on whatever level of detail might have own headings and
descriptions. Moreover, specific content elements might be tagged (e.g., a definition, a reference). The aim of
the XML retrieval models is to incorporate the knowledge on the document structure and on specific content
elements in computing the relevance of an information element. Apart from the use of specifically designed
XML query languages (e.g., that can be used to specify that a certain query term has to occur in the heading of a
chapter), the structured markup can be exploited in many other ways. Because the structure of an XML
document is tagged, the document can be broken up in different units (of varying length when these units are
nested) that can be returned as an answer to the information need. The user of a legislative retrieval system can
retrieve a complete chapter, an article or even a list element of a paragraph depending on what is most relevant
as the answer to the query. Moreover, when evidence of being relevant to an information query can be found on
different levels of granularity in the document especially in the broader or narrower elements of the document
hierarchy, this evidence can be exploited in a ranking function.
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Figure 1. An example structure of a statute.

The purpose of a retrieval or ranking model is to provide a score by which a retrieval element can be ranked
according to its relevance to the query. This score is computed by the ranking function. A retrieval element in
the context of legislation is defined as any statute part that can form the answer to the information query (e.g.,
article, chapter). In an XML retrieval model, retrieval elements are not necessarily mutually exclusive. One
element is often nested into a larger unit. In our research we have developed several XML retrieval models for
retrieving legislation that incorporate knowledge of the document structure in the ranking model. The technical
details of the models are given in Moens (2005).

The first model regards a classical vector space retrieval model that computes the relevance of a retrieval
element. In the vector space model, retrieval elements (here statute parts) and queries are represented as vectors
in an n-dimensional vector space with the relevance of a document to a query computed as a distance measure
(where n is the number of index terms in the text collection). The vector coefficients take on numeric values
indicating the weight or importance of the index terms. For simplicity, we use here a classical tf x idf weighting
scheme (term frequency x inverse document frequency). To compute the distance between a query and a
retrieval element vector, we use the cosine function, which also takes into account the length normalization of a
text.

The relevance ranking retrieval model proposed by Fuhr, Groβjohann and Kriewel (2003) computes the
relevance of each retrievable element (e.g., chapter, section, article) with regard to the query. When computing
the relevance of a parent retrieval element (e.g., section) the vector of the parent node is augmented with the
weights of terms of children. Weights from children terms are promoted upwards in the tree but at the same time
downweighted by a priori defined factor (e.g., 0.6). The weights then are combined using probability rules using
the “.” operator for the logical conjunction and the “+” operator for the logical disjunction. The philosophy
behind the downweighting is the following. If the vectors of the retrieval elements of varying sizes are
compared to the query, a statute component that is found high in the hierarchy of the document (e.g., statute
chapter) has more chances to be relevant (even with the cosine length normalization), while the user of the
retrieval system wants a shortest possible, precise answer to the query.

We have developed a second variation on the classical vector space model that exploits the hierarchical
structure of legislation (Moens, 2005). In legislation child elements are grouped into parent elements when they
contain related content. In our model we demote parent term weights downwards the tree and combine them
with the term weights of a child retrieval element, but the parent term weight is downweighted by a priori
defined factor and the same probability rules as above are used. In information retrieval it is common to expand
terms with related terms (often learned from related documents) as a means to improve the recall of the
retrieval. Our model has the effect of, for instance, expanding the terms of an article vector with related terms
from the whole parent section. The related terms have a low weight in the article vector.

The second model regards a language modeling approach. In recent years statistical language modeling has
become a major retrieval modeling approach (Croft & Lafferty, 2003). In such an approach a document is
viewed as a model and a query as a string of text randomly sampled from this model. Most of the approaches
rank the documents in the collection by the probability that the query Q is generated given a document D:
P(Q|D), i.e., the probability that the query Q would be observed during repeated random sampling from the
model of document D. In the language model the query is seen as a set of query terms that are assumed to be
conditionally independent given the document, and thus the query probability can be represented as a smoothed
product of the individual term probabilities.

We have developed a multi-component mixture model for the retrieval of legislation. That allows us, for
instance, to model the fact that we would prefer an XML element X whose parents (e.g., statute, chapter,
section) contain query terms, to elements of which the parent sections or chapters do not contain these query
terms. For the retrieval of legislation, this is especially relevant, because we know for sure that if parent units
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are present, they explicitly group related articles about a same subject. For instance, we can build a language
model that takes into account the texts of the section, chapter and statute to which an article X belongs when
computing the probability that the query composed of query terms q1, q2, .. , qm is generated by X:

P(q1, q2, .. , qm |X)=

(λP(qi X) +αP(qi S)
i=1

m

∏ + βP(qi Ch)+γP(qi St) + (1− λ −α −β − γ)P(qi C))

where St stands for statute, Ch for chapter and S for section to which the article belongs. The probabilities are
estimated by maximum likelihood estimation. P(qi|C) is estimated from a text collection C and is seen as a
smoothing factor in case the query term is not seen in the statute. The interpolation weights λ, α, β, γ and 1 - λ -
α - β - γ sum to one.

5 Avenues of research

The retrieval models discussed in the previous section are only a few of the many avenues by which the
structured information in legal documents can be exploited in retrieval. Many other possibilities could be
researched.

One example regards the fusion of information as the answer to an information query. In the search for the
smallest but complete answer to an information query, information from different retrieval elements could be
combined. An example regards the fusion of information and the corresponding definitions. The drafters of legal
documents often define or redefine concepts that have a certain scope of applicability in one or a set of
documents. Retrieved information could then be accompanied by their valid definitions.

Another example regards the integration of link analysis in the retrieval model. With the development of the
World Wide Web, retrieval algorithms that use the link structure of the Web in computing the importance or
authority of a Web page have been developed and used by many search engines (e.g., Kleinberg, 1998; Brin &
Page, 1998 who developed the famous PageRank algorithm used by Google). Roughly outlined, these
algorithms compute the importance of a page based on the link structure of the World Wide Web or part of it.
Current research explores link analysis in settings other than the Web. Law documents are full of implicit and
explicit references. Currently, link analysis has not been explored in developing search algorithms for law
documents – although Turtle (1995) already noticed their potential. The possible reason is that up until recently
there was no effort to draft links and references in a uniform format or to automatically identify them. We are
quite convinced of the value of link analysis in future research of retrieval models for legal documents.

6 Conclusions

Legal information retrieval is a first-choice test case for the development of retrieval models that compute a
relevance ranking based on structured and unstructured content. Currently, information that is structured in
nature is tagged with markup languages such as XML, thus facilitating the development of suitable retrieval
models. In this paper we have outlined different approaches of using the structured and unstructured content in
retrieval and illustrated them with our research of retrieval models (a vector space model and a language model)
that are explicitly designed for the retrieval of legislation. The models allow statute components to be retrieved
at different levels of granularity and to integrate the content of parent and child elements in the ranking function.
If we have an information question that should be answered by the retrieval of relevant legislation, it is logical
that the relevant information can take different sizes and forms. For very specific queries, a single statute article
may contain the right answer, whereas more general questions could be answered by returning a whole chapter.
The models also allow that a group of related statute elements (e.g., the articles in a section or chapter)
contribute to the overall relevance of a single element (e.g., an article). We are convinced that knowledge of
additional structured content will improve the retrieval of legal information. Because legal documents contain
many content links and references, retrieval models based on link analysis are certainly worth investigating.
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